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Preface to the First Edition

Objectives of the Book

This book is all about the Semantic Web.

From its basics, the Semantic Web can be viewed as a collection of standards

and technologies that allow machines to understand the meaning (semantics) of

information on the Web. It represents a new vision about how the Web should be

constructed so its information can be processed automatically by machines on a

large scale.

This exciting vision opens the possibility of numerous new applications on

the Web. Since 2001, there have been many encouraging results in both academic

world and real application world. A whole suite of standards, technologies, and

related tools have been specified and developed around the concept of the Semantic

Web.

However, such an extensive and rapid progress of the Semantic Web has

presented a steep learning curve for those who are new to the Semantic Web.

Understanding its related concepts, learning the core standards and key technical

components, and finally reaching the point where one can put all these into real

development work requires a considerable amount of effort.

To facilitate this learning process, a comprehensive and easy-to-follow text is a

must. This book, A Developer’s Guide to the Semantic Web, serves this exact

purpose. It provides an in-depth coverage on both the What-Is and How-To aspects

of the Semantic Web. From this book, you will not only obtain a solid understand-

ing about the Semantic Web but also learn how to combine all the pieces together to

build new applications on the Semantic Web. More specifically,

• It offers a complete coverage of all the core standards and technical components

of the Semantic Web. This coverage includes RDF, RDFS, OWL (both OWL 1

and OWL 2), and SPARQL (including features offered by SPARQL 1.1). Other

related technologies are also covered, such as Turtle, Microformats, RDFa,

GRDDL, and SKOS.
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• It provides an in-depth description of multiple well-known applications and

projects in the area of the Semantic Web, such as FOAF, semantic Wiki,

SearchMonkey by Yahoo!, Rich Snippets by Google, Open Linked Data Project,

and DBpedia Project.

• It explains the key concepts, core standards, and technical components in the

context of examples. In addition, the readers will be taken in a step-by-step

fashion through the development of each example. Hopefully for the first time

ever, such teaching method will ease the learning curve for those who have

found the Semantic Web a daunting topic.

• It includes several complete programming projects, which bridge the gap

between What-Is and How-To. These example applications are real coding pro-

jects and are developed from the scratch. In addition, the code generated by these

projects can be easily reused in the readers’ future development work.

Intended Readers

The book is written with the following readers in mind:

• Software engineers and developers who are interested in learning the Semantic

Web technology in general.

• Web application developers who have the desire and/or needs to study the

Semantic Web and build semantic Web applications.

• Researchers working in research institutes who are interested in the Semantic

Web research and development.

• Undergraduate and graduate students from computer science departments,

whose focus of work is in the area of the Semantic Web.

• Practitioners in related engineering fields. For example, Data Mining engineers

whose work involves organizing and processing a large amount of data by

machines.

The prerequisites needed to understand this book includes the following:

• Working knowledge of Java programming language.

• Basic understanding of the Web, including its main technical components such

as URL, HTML, and XML.

Structure of the Book

This book is organized as follows:

• Chapters 1–6 covers the basic concept, the core standards, and technical com-

ponents of the Semantic Web. The goal of these chapters is to show you the

What-Is aspect about the Semantic Web.
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Chapter 1 introduces the concept of the Semantic Web by using a simple

example. With this example, the difference between the traditional Web and the

Semantic Web is clearly revealed. Further discussion in this chapter helps you to

establish a solid understanding about the concept of the Semantic Web.

Chapter 2 covers RDF in great detail to give you a sound technical foundation

to further understand the Semantic Web. If you are not familiar with RDF, you

should not skip this chapter, since everything else is built upon RDF. In addition,

Turtle format is presented in this chapter, which will be used to understand the

material presented in Chap. 6.

Chapter 3 goes on with other RDF-related technologies, including

Microformats, RDFa and GRDDL. If you prefer to get a full picture about

the Semantic Web as quickly as possible, you can skip this chapter. However,

the material presented in this chapter will be necessary in order to understand

Chap. 8.

Chapter 4 presents RDF Schema and also introduces the concept of ontology.

You should not skip this chapter since Chap. 5 is built upon this chapter. SKOS

is also presented in this chapter; you can skip it if you are not working with any

existing vocabularies in knowledge management field.

Chapter 5 discusses OWL in great detail and covers both OWL 1 and OWL 2.

This is one of the key chapters in this book and should not be skipped. Unless

RDF Schema can satisfy the needs of your application, you should spend enough

time to understand OWL, which will give you the most updated information

about latest ontology development language.

Chapter 6 covers SPARQL. This is another chapter that you should carefully

read. Working on the Semantic Web without using SPARQL is like working with

database systems without knowing SQL. Notice SPARQL 1.1 is covered in this

chapter as well. At the time of this writing, SPARQL 1.1 has not become a

standard yet, so when you are reading this book, notice the possible updates.

• Chapters 7–11 provides an in-depth discussion of some well-known semantic

Web applications/projects in the real application world. These chapters serve as

a transition from knowing What-Is to understanding How-To in the world of the

Semantic Web.

Chapter 7 presents FOAF (Friend Of A Friend) project. The FOAF ontology

is arguably the most widely used ontology at this point. The goal of this chapter

is to introduce you to a real world example in the social networking area. Since

the modeling of this domain does not require any specific domain knowledge, it

is easy to follow and you can therefore focus on appreciating the power of the

Semantic Web. This chapter should not be skipped, not only because of the

popularity of the FOAF ontology but also because this ontology has been used

frequently in the later chapters as well.

Chapter 8 presents Google’s Rich Snippets and Yahoo!’s searchMonkey;

both are using RDFa and Microformats as the main tools when adding semantic

markups. These are important examples, not only because they are currently the
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major semantic Web applications developed by leading players in the field, but

also they show us the benefits of having the added semantics on the Web.

Chapter 9 discusses the topic of Semantic Wiki, together with a real world

example. This chapter represents the type of the Semantic Web applications built

by using manual semantic markup. After reading this chapter, you should not

only see the power of the added semantics but also start to understand those

situations where manual semantic markup can be a successful solution.

Chapter 10 presents DBpedia in great detail. DBpedia is a well-known project

in the Semantic Web community, and a large number of real world semantic

Web applications take advantage of the DBpedia datasets directly or indirectly.

Also, DBpedia gives an example of automatic semantic markup. Together with

Chap. 9, where manual semantic markup is used, you have a chance to see both

methods at work.

Chapter 11 discusses the Linked Open Data project (LOD) as an real world

implementation example of the Web of Data concept. For the past several years,

LOD has attracted tremendous attention from both the academic world and real

application world. In fact, DBpedia, as a huge dataset, stays in the center of LOD

cloud. Therefore, LOD together with DBpedia, becomes a must for anyone who

wants to do development work on the Semantic Web. More specifically, this

chapter covers both the production and the consumption aspects of Linked Data;

it also provides application examples that are built upon LOD cloud. In addition,

this chapter explains how to access LOD programmatically, which should be

very useful to your daily development work.

• Chapters 12–15 is the section of How-To. After building a solid foundation for

development work on the Semantic Web, this section presents three different

running applications that are created from scratch. The methods, algorithms, and

concrete classes presented in these chapters will be of immediate use to your

future development work.

Chapter 12 helps to build a foundation for your future development work on

the Semantic Web. More specifically, it covers four major tool categories you

should know, namely, development frameworks, reasoners, ontology engineer-

ing tools, and other tools such as search engines for the Semantic Web. This

chapter also discusses some related development methodology for the Semantic

Web, such as the Ontology-driven Software Development Methodology. Fur-

thermore, since ontology development is the key of this methodology, this

chapter also presents an ontology development guide that you can use.

Chapter 13 covers a popular development framework named Jena, to prepare

you for your future development work on the Semantic Web. More specifically,

this chapter starts from how to setup Jena development environment and then

presents a Hello World example to get you started. In what follows, this

chapter covers the basic operation every semantic Web application needs, such

as creating RDF models, handling persistence, querying RDF dataset, and
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inferencing with ontology models. After reading this chapter, you will be well

prepared for real development work.

Developing applications for the Semantic Web requires a set of complex

skills, and this skill set lands itself on some basic techniques. In Chap. 13, you

have learned some basics. Chapter 14 continues along the same path by building

an agent that implements the Follow-Your-Nose algorithm on the Semantic

Web. After all, most semantic Web applications will have to be based on the

Web, so moving or crawling from one dataset to another on the Web with some

specific goals in mind is a routine task. Follow-Your-Nose method is one such

basic technique. Besides implementing this algorithm, Chap. 14 also introduces

some useful operations, such as how to remotely access SPARQL endpoints.

Chapter 15 presents two additional semantic Web applications from scratch.

The first application helps you to create an e-mail list that you can use to enhance

the security of your e-mail system. The second one is a ShopBot that runs

on the Semantic Web, and you can use it to find products that satisfy your

own specific needs. These two projects are both discussed in great detail,

showing how applications on the Semantic Web are built. This includes RDF

documents handling, ontology handling, inferencing based on ontologies, and

SPARQL query handling, just to name a few.

Where to Get the Code

The source code for all the examples and application projects in this book can be

downloaded from the author’s personal Web site, www.liyangyu.com.
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Preface to the Second Edition

In the three years since the first edition of this book was published, I have received

numerous email messages from readers all over the world commenting on the book

and suggesting how it could be improved. Meanwhile, the Semantic Web world has

been developing and experiencing exciting changes and improvements, noticeably

some new standards such as SPARQL 1.1 and RDB2RDF, and also new develop-

ments such as schema.org and important real-world applications that built upon

schema.org. In addition, I have also built up a large file of ideas based on my own

research in the area and my own experience gained when building semantic Web

applications for a variety of organizations. It is indeed a good time to update the

book and make all these new material available to our readers.

The most obvious changes in this second edition are the new chapters described

as follows.

• schema.org and Semantic Markup (Chap. 10). schema.org has been extremely

important and popular since the day it was launched (June of 2011). Developed

by Google, Yahoo, and Bing, it is considered as the first mainstream support of

the vision of the Semantic Web. This new chapter covers everything about

schema.org, including its background and rationale, its vocabulary, and the

markup languages recommended. It also includes two examples to showcase

some real-world applications built upon schema.org (Google-rich snippets and

LRMI Project).

• Social Network and the Semantic Web (Chap. 11). It is not surprising that most

of us are more or less related to the Web by participating in some kind of social

network sites. It might however be surprising to realize that the Semantic Web

technology has actually been playing a key role in these social network sites.

This chapter focuses on this topic and helps to understand how the Semantic

Web technology has been changing the way social networking sites work. More

specifically, this chapter uses three most popular social networking sites,

namely, Facebook, Twitter, and Pinterest as examples, and examines their

semantic components in great detail. For Facebook, we take a look at the Open
Graph protocol; for Twitter, we study Twitter cards; and for Pinterest, we focus
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